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I. Preliminaries
The first thing we’re going to do today is to put together two files, the 1968 and 2002 Natality Data files.  In order to stitch two files together, they both first need to be in native (.dta) Stata format.  This means, if you haven’t done so already, using the insheet and save commands to import them into Stata.

Remember to specify the proper working directory before beginning (if you’re using Stata version 10).  Hopefully you’ve set the working directory as something lowercase, easy to remember, with no spaces, at the root of your drive, e.g. C:\qm_data.
After transforming each of the files but before stitching them together, you’ll need to create an indicator to specify each year as distinct.  That is, you’ll have to create a dummy variable taking, for instance, the value 1 if the observation was from the data set nat2002 (year 2002) and 0 if the observation was from the data set nat1968 (nat2002).  You might even want to call the variable yr2002.  

To do this, first open up the data set nat2002:

(Note: you should always use the clear command before using the use command.)
. clear

. use nat2002

Now, create a new dummy variable, yr2002, to specify that all observations here were from that year:

. generate yr2002=1

Notice that if you don’t specify a conditional (logical) statement, indicated by a preceding if command, the new variable and specified value will apply to all observations in the data set.  Let’s check to see if it worked as we wanted it to by using the list command:

. list

. save nat2002_d

Great.  We can see that all observations from the 2002 data set now have a 1 value for the dummy variable yr2002.  Let’s clear it from data and do all required preliminary work for the other, nat1968, data set:

. clear

. use nat1968

Let’s create a dummy variable, yr2002, to indicate that all observations in this data set are from the nat1968 data set:

. generate yr2002=0

. save nat1968_d

Remember that the value you create here must be the opposite of the value used in the nat2002 data set to keep things distinct when we put the two data sets together.  That is, for any observation from the data set nat2002 (from the year 2002), must have a value 1 for the variable yr2002, and the opposite (value of zero) must be true for any observations from the data set nat1968 (from the year 1968).
Now we’re ready to stitch together the two data files, properly marked with the yr2002 dummy variable.  To do this, we must first load one data set and then append the next data set.  Finally, we must save the combined data set before moving on.  Before moving on, you should know that there is no limit (except the theoretical limit of data storage and computer memory) to the number of files you can append and stitch together.  Let’s do this step-by-step:

. clear

. use nat2002_d

. append using nat1968_d
. save nat_combined

Let’s verify that we have what we should have here:

. list age_mom

This might take forever.  Let’s instead do something else to check that it worked.  Let’s use the bysort command.  The general form of the bysort command is:

. bysort [variable name]: [stata_command]

For our purposes, we want to make sure that for each age group there are both the 0, for year 1968, and 1 for year 2002, indicators present.

. bysort age_mom: list

Now, let’s go over a .do file operating on this data set.
Going over a .do file.

(See the Part II video corresponding to this workshop session for the details. It starts approximately one minute into the video.)

II. Random Number Generation
Stata has a random number generator already pre-programmed in for your use and enjoyment.  Today, we’ll cover how to use the random number generator to select some cases.

The way to generate a variable using the random number generator is the runiform() command (use uniform() in Stata version 9).  You should know the following about Stata’s random number generator:

1. It’s a great random number generator, superior to Excel.

2. It generates values using a uniform density function (UDF) between 0 and 1.

3. It restarts its seed value everytime you restart Stata.

To see how the random number generator works, use an empty data set and generate a random variable, e.g. rand:

. clear

. set obs 10000

. generate rand=runiform()

. list

Now, let’s make sure it really did generate random numbers according to a UDF:

. histogram rand

Yes.  Stata generated a set of random numbers with each random value having an equal probability of being between each relevant interval, e.g. 0 and 0.1.  Great.  Now, what if we’re concerned about pseudo-randomness because we want to set up a system in which we run a calculation over and over again as in simulation?  Use the set seed command to control the number with which Stata begins.  The “seed” is the number Stata begins with to generate all the random numbers that follow.  For instance:

. set seed 1234567

Okay, now we have the basics down, let’s get to random assignment.
III. Random Selection & Assignment
The gold standard in experimental and quasi-experimental work is random selection.  To do this, we could go through cumbersome dice-rolling, coin-flipping, or even using Excel.  Instead, with some good ‘ole fashioned Stata programming we can leverage the mathematically-advanced Stata random number generator to do some methodologically sound random selection.


Let’s set as our goal drawing 50% random samples from both the nat1968 and nat2002 data sets and seeing what we get:

First, let’s load our combined data set:

. clear

. use nat_combined

Now, let’s create the basis for selection using the random number generator:

. gen rand=runiform()

Now, let’s select a 50% sample from the 1968 observations by specifying an easy-to-remember variable marker:

. gen select68=1 if rand<=.50 & yr2002==0

Now, let’s do the same for the 2002 observations:

. gen select02=1 if rand<=.50 & yr2002==1

Great.  Now, let’s generate some graphs and see what we get.  Let’s use a .do file to make this easy:

//Building the random selection variable

. use nat_combined
. gen rand=runiform()
. gen select68=1 if rand<=.50 & yr2002==0
. gen select02=1 if rand<=.50 & yr2002==1
. save nat_combined_select, replace

/*comparing the results of random sample selection to the full data sets*/

. histogram age_mom if select68==1, width(1) normal

. graph save 3.gph, replace

. histogram age_mom if select02==1, width(1) normal

. graph save 4.gph, replace

// Now let’s combine graphs from everything we’ve done and see what happens:

. clear

. cd C:\qm_data

. graph combine 1.gph 2.gph 3.gph 4.gph

//FIN
Appendix A
Running List of Stata Commands and Options We’ve Covered

use

save

set memory

describe

summarize

lookfor

clear

list

browse

edit

if 

_all

tabulate

row

recode

generate

replace

return list

display

local
log

histogram

graph [save]

set seed

bysort

append

Appendix B: Example .do File

/*Let's do tricky tricky things with Stata*/

clear

cd C:\qm_data

capture log close

log using combined_data_set.txt, text replace

insheet using nat2002.csv

gen yr2002=1

save nat2002_d, replace

clear

insheet using nat1968.csv

gen yr2002=0

save nat1968_d, replace

clear

use nat2002_d

append using nat1968_d

save nat_combined, replace

set more off

generate teenage_mom02=1 if age_mom<=19 & yr2002==1

replace teenage_mom02=0 if age_mom>19 & yr2002==1

generate teenage_mom68=1 if age_mom<=19 & yr2002==0

replace teenage_mom68=0 if age_mom>19 & yr2002==0

generate older_mom02=1 if age_mom>=35 & yr2002==1

replace older_mom02=0 if age_mom<35 & yr2002==1

generate older_mom68=1 if age_mom>=35 & yr2002==0

replace older_mom68=0 if age_mom<35 & yr2002==0

histogram age_mom if yr2002==1, width(1)

graph save 1.gph, replace

histogram age_mom if yr2002==0, width(1)

graph save 2.gph, replace

graph combine 1.gph 2.gph

//FIN




































Page 2 of 7

